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Proposed Public Health Directory Namespace Design 
Overview

The Public Health Directory (phdir) is the directory services component of the Public Health Information Network (PHIN) initiative. The phdir will provide the following information about public health professionals, information that will be used by CDC applications and state and local health departments:
· Critical contact

· Public health role

· Expertise

· Additional profile-oriented information

Purpose

The purpose of this document is to specify the structure of information that will be stored in the phdir by defining an LDAP namespace for the data. This namespace adheres to all standard LDAPv3 conventions and is intended to support the needs of the public health community. While specifying what namespace structure will be used within the phdir, keep in mind that the namespace will have to support many-to-many relationships between individuals and other object classes within the namespace. Additionally, searching both for people within a group and for a person’s group memberships must be expeditious, given the projected request load for the phdir. 

This namespace is intended to serve two purposes: 

1. To be the implementation namespace for the Public Health Directory being implemented at the CDC. 

2. To act as an example standard for LDAP directories for use in the public health domain. 

In addition to the standards setting aspects of this directory design, an implementation of the phdir at the CDC will be integral in solutions that serve the following functional needs: 

1. A central application for common directory lookup activities - "white/yellow pages" 

2. A security control mechanism for CDC web-based information systems used by external partners 

3. An emergency contact application for the broadcast of public health alerts with high assurance of communications success. 

4. An accurate store of routing and security information for the support of Public Health messaging. 

Partner Involvement

The proposed directory namespace in this document is based on research and experience with LDAP technology and implementations. It is recommended, though not required, that state public health departments and other CDC partner organizations utilize the finalized phdir namespace. Since a variety of namespaces used by external partners will be involved in the effort to collect the directory information, much of the phdir will be populated using LDAP Data Interchange Format (LDIF) or Directory Services Markup Language (DSML) messages. Designs for populating the phdir with partner information have not yet been completed and may require extra work by partners who choose to implement a namespace incompatible with the one specified in this document.

Scope

This document provides the namespace design details in a format sufficient to add them to an LDAPv3 directory. Please refer to the remainder of the documentation for full coverage of the schema, replication design, etc. 

Unresolved phdir Namespace Version 1.0 Issues and Caveats
This namespace is subject to continuous change over its lifetime in response to evolving requirements. Keeping the changes minimal will help to prevent frequent and substantial changes to the phdir and the systems that use the directory. Ideally, publication of this namespace could be delayed until all issues are resolved in order to provide users with as stable a namespace as possible. Unfortunately, such a delay is impossible in the current environment. Development of this namespace is subject to two opposing pressures: 
· The need to publish a namespace as rapidly as possible in order to support directory development work at partner organizations. 
· The need to incorporate into the namespace new features and requirements from an ever-expanding circle of stakeholders and better understanding of eventual needs. 
In an effort to balance these opposing pressures, publication of this first version namespace is proceeding without further delay, but with emphasis on the fact that unresolved issues remain, some of which may result in significant modifications in subsequent versions. 

The issues that may precipitate the most significant modifications to the namespace are as follow: 
1. Relationship between person, role, and organization 

In this version 1.0 namespace, a person can have many roles and a person can be affiliated with many organizations, but there is no association between role and organization. Many now feel that this is an oversight, and that in actual practice a person's role is not meaningful unless it is also associated with an organization. For example, suppose a Dr. Smith is director of TB surveillance at State X Department of Health and is also coordinator of occupational TB transmission prevention for a regional hospital commission. The present schema can depict Dr. Smith's two roles and her two organizational affiliations, but is unable to specify which role she plays in which organization. Thus, for example, there is no direct way of querying who is the director of TB surveillance at State X Department of Health. To answer this question one has to effectively combine the results of two queries. 

The phdir technical team has developed a draft solution to this problem that provides for a three-way linkage between person, role, and organization. However, this solution places somewhat unusual demands on the traditional LDAP architecture, and work remains to determine if the solution is practical. 

In addition, it is not clear to what degree this level of specification is needed outside of CDC. At some states and other organizations, a linkage between role and organization may not be necessary and may represent unnecessary complexity. 

Resolution of these two questions is needed before a decision can be finalized. 
2. Pagers, mobile phones, PDAs and other contact methods 

In this version 1 namespace, each person can have multiple contact methods such as office phones, home phones, email addresses, mobile phones, pager numbers. Although this seems a reasonable first attempt to support a notification system, it is not actually adequate to support either distribution of routine information or contacting officials after hours in an emergency. Ideally, people will want to elect to receive notifications and emergency alerts via a variety of devices they may possess - computer, mobile phone, pager, PDA - and to specify which of these devices is to be used for routine versus emergency purposes. 
Some of these devices can be addressed in various ways and used for more than one form of communication - for example, some mobile phones and pagers can receive text via an email address. So it is actually less important to know what a person's work phone and pager number is than to know what devices are available for reaching a person, the capabilities of each device (Does it support voice or text? How long a text? Does it support file attachments?), how to address each device (phone number, email address), and whether each is intended for routine or for emergency use. And in the interest of protecting the privacy it is important to know whether a recipient desires a phone number or email address to be "published" (within the directory community). 

Given these needs, it seems likely that a reworking of the namespace to hold information on contact methods is necessary. Again, the phdir technical team has developed a draft solution, and this solution places similar unusual demands on the traditional LDAP architecture. Also, it may again prove that many organizations will find the simpler information structure satisfactory and that only a subset of organizations will require the more complicated model.  

Specification

Overview

Namespace design is concerned with the organization of data and determines how the data is referenced. This part of the directory design can have significant implications on characteristics such as performance, maintainability, and extensibility. The namespace design is closely related to directory topology (partitioning) and replication design. Decisions in namespace design can enable or limit the decisions in topology and replication. The namespace, or the directory information tree (DIT), organizes the directory data in a hierarchical manner. The depth of hierarchy and other design decisions have direct impact on directory capabilities such as decentralized update capability and maintainability. 

The core of the phdir directory will be comprised of entries that represent public health professionals, organizations to which they belong, roles that they play and expertise that they posses. This document begins with a discussion of namespace requirements for representing these public health entries as well as a brief explanation of the reasoning used in designing the namespace. This document also includes additional details of the namespace and object classes that will be required to address currently identified public health application needs. 

A well-designed namespace provides the following benefits: 

· Simplified maintenance of the directory 

· Flexibility in creating replication policies and access controls 

· Flexibility in supporting directory enabled applications 

· Simplified directory navigation 

The namespace design process involves the following steps: 

1. Suffix selection 

2. Determination of hierarchical relationships among data entries 

3. Assignment of names for the entries in the hierarchy 

Suffix selection for phdir

A suffix, also known as a context prefix within X.500 or a domain within Microsoft's Active Directory, is the entry at the top of the hierarchy in a namespace. The selected suffix for the phdir will be dc=phdir,dc=gov. 

Namespace Requirements for Public Health

The public health namespace must be able to support complex many-to-many relationships between public health professionals, organizations to which they belong, roles that they play, and expertise that they posses. In attempting to determine the namespace that would best support these complex relationships, standard LDAP namespace strategies were investigated. 
The following scenario will be discussed with each strategy to illustrate these strategies and their associated tradeoffs. In this scenario, there are some geographically/organizationally diverse people in a directory. For simplicity's sake, in these illustrations the RDN of the directory is the person's common name. 
· Alice Allison works as an Epidemiologist for a CDC office in Washington DC. 
· Bill Billings works as a HAN Coordinator for the CDC in GA. 
· Carla Carlson works as a Program Director for the Missouri Department of Health and Senior Services (DHSS) in Missouri. 
· Doug Douglas works as an Informatics Researcher for the University of Kansas and has some relationship with the DHSS that requires him to be in the directory.
Example 1:  Namespace by Organizational Structure

This strategy uses organizational structure as the method by which to draw the namespace tree. Shown in the Figure 1 below, this method draws the tree by organization and sub-organization with people entries living in the section of the tree underneath their primary organizational affiliation. For the purposes of the diagram, the hierarchy of organizations and sub-organizations has been omitted. Implementations using this method of namespace design arbitrarily decide how deep to carry out the organizational structure metaphor. The obvious advantage of this approach it that it clearly defines ownership of the tree because it is segmented by organization. 
This method could allow for an individual to be affiliated with more than one organization by duplicating a person’s entry in multiple branches or by having an attribute attached to the person's entry specifying other affiliations. However, performing membership queries including finding all the members of an organization and finding all of the groups to which an individual belongs is non-uniform and cumbersome with either of these multiple affiliation solutions. Additionally, any other affiliations to be represented in the directory must take a non-hierarchical approach, meaning the membership queries for these other affiliations will have to be done differently then a membership query for organizational affiliation
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Figure 1:Namespace Structure Using Organizational Structure



Example 2: Namespace by Functional Role Structure

The next strategy uses professional role as the method by which to draw the namespace tree. Shown in Figure 2 below, this method draws the tree by generic and specific role with people entries living in the section of the tree underneath their primary professional role. For the purposes of the diagram, the hierarchy of generic and specific roles has been omitted. Implementations using this method of namespace design arbitrarily decide how deep to carry out the role structure metaphor. The obvious advantage of this approach is that it easily allows a person or set of people to be found by querying for either a generic or specific role. 
This method, similarly to the organization based structure, could allow for an individual to belong to more then one professional role by duplicating a person’s entry in multiple branches or by having an attribute attached to the person's entry specifying other affiliations. However, performing membership queries including finding all the members of a professional role and finding all of the professional roles that an individual plays is non-uniform and cumbersome with either of these multiple affiliation solutions. Additionally, any other affiliations to be represented in the directory must take a non-hierarchical approach, meaning the membership queries for these other affiliations will have to be done differently than a membership query for professional role affiliation.
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Figure 2: Namespace Structure Using Functional Role Structure

Example 3: Namespace by Hybrid Organizational / Functional Role Structure

The next possible strategy uses a hybrid of organization and professional role as the method by which to draw the namespace tree. Shown Figure 3 below, this method draws the tree first by organization and then by generic and specific role with people entries living in the section of the tree underneath both their primary organization and their primary professional role. For the purposes of the diagram, the hierarchy of organizations and roles has been omitted. Implementations using this method of namespace design arbitrarily decide how deep to carry out the organization and role structure metaphor. 
This method shares the ability of the pure organizational structure to clearly define ownership of segments of the tree because it is segmented by organization and it also allows for a simple organization/role based authorization model. This method, similar to the previous structures, could allow for an individual to belong to more then one professional role or organization by duplicating a person’s entry in multiple branches or by having an attribute attached to the person's entry specifying other affiliations. However, performing membership queries including finding all the members of an organization or professional role and finding all of the organizations or professional roles that an individual plays is non-uniform and cumbersome with either of these solutions. The problem of duplicate entries is further exacerbated in the need to duplicate role entries in different organizational branches. Additionally, any other affiliations other than organization or role represented in the directory must take a non-hierarchical approach, meaning the membership queries for these other affiliations will have to be done differently than a membership query for organizational or professional role affiliation
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Figure 3: Namespace Structure Using Hybrid Organizational / Functional Role Structure

Example 4: Namespace by Geographical Structure

The last possible strategy uses geography as the method by which to draw the namespace tree. Shown in Figure 4 below, this method draws the tree by the primary region the individual or the organization uses for its base of operations with people and organization entries living in the section of the tree where their primary base of operations lays. This method differs from the previous structures in that, because both roles and organizations can be represented as distinguished names (DN), it does allow for an individual to belong to more than one professional role and organization along with providing a uniform method for performing membership queries. Membership queries in this context include finding all the members of either an organization or a professional role and finding all of the organizations or professional roles that an individual is affiliated with. This strategy is the proposed namespace for the phdir. 
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Figure 4:Namespace Structure Using Geographical Structure

While this strategy does not provide a clear method for identifying ownership of segments within the tree, it is a generally accepted best practice within the LDAP community that ease of administration be placed at a higher importance level than elegance of tree segmentation. A rule of thumb in directory design is to keep the namespace as flat as possible. It provides several benefits in terms of ease configuration and administration, and the reduced possibility of node name changes. At the same time a flat structure imposes certain limitations in terms of ability to distribute data and manage performance and administration when the database grows and new needs arise. 

The design suggested in the sections above strikes a balance between flatness of the tree and flexibility to manage topology, replication, and extension for supporting new applications. The level below the root suffix separates the information into types of entries (ou=people, ou=organizationtypes, ou=organizations, ou=roles, ou=expertises, ou=applications, and ou=devices) and below that first level, entries are segmented geographically (except for applications and devices which are presumed to be used primarily for CDC purposes). This design decision was based on the following observations: 

· The administrative needs for storing cross-organizational entries for an extensive population are going to be large, requiring a namespace that minimizes the effect of changes in relationships between people and other entities. The chosen namespace structure minimizes the possibility of changes in the DN of an entry for the phdir, which will reduce administration overhead.

· Multiple applications will use directory data for purposes other than standard authentication and authorization requiring an easy-to-search tree. The chosen namespace structure uses a uniform and well known method, dynamic groups, for representing relationships between entities which will allow phdir enabled applications to search the directory in a simple fashion.
· Request loads for cross-organizational entries for an extensive population are going to be heavy requiring a namespace and schema that is conducive to fast searches. The phdir namespace structure uses a method, dynamic groups, for representing relationships between entities which will allow phdir enabled applications to search the directory for requested information with a minimal amount of requests to the directory.
The dynamic group method of querying relationships between entries can be described as follows. As stated above, all entries (people, roles, organizations and organization types) can be represented as distinguished names (DN) within the directory. These entry DNs are referred to when defining relationships between entries. For example, the DN of a person affiliated with the CDC will have the DN of the CDC present in either the single valued primaryOrg attribute or in the multi valued secondaryOrg attribute for that person. An application can query within these two attributes to determine all of the organizations to which that person is affiliated. Conversely, in retrieving all of the members of an organization, a URL filter would be retrieved from the organization in question and applied to a search procedure. These methods of representing and querying relationships are used throughout the schema and namespace of the phdir and provide a fast and flexible means for searching for information. Both of the membership queries described above can be applied in the same fashion for professional roles and expertises. 

Additionally, it is important to understand that this namespace design is dependent upon the use of standardized vocabularies within the schema for representing professional roles and expertises. The phdir team will work in cooperation with the partners to develop these standardized vocabularies, which will constrain the data entered into the phdir, in an effort to increase the value derived from the directory by applications requiring a consistent data set. Additional vocabularies may need to be defined as the project continues. 

Entity/Node and Hierarchy Types
The namespace strategy specified in the above section does not meet every need.  Some entries have no need for the type of geographic categorization specified above either because they are common across organizations (e.g., role) or because they are unlikely to be shared between organizations (e.g., application specific policies). Within the phdir namespace each class of entity or node will be categorized according to its hierarchy type. There are three identified hierarchy types that will be used in the directory.

1. Geographic – phdir entries will be segmented at the state or territory level

2. Controlled Vocabulary – phdir entries will reside within a single public health organizational unit

3. Internal / External – phdir entries will be categorized as internal or external

The table below identifies all of the currently recognized entity types and their associated hierarchy types. 

Table 1: Entity/Node and Hierarchy Types

	Entity/Node Type
	Hierarchy Type

	applications
	Internal / External

	expertises
	Controlled Vocabulary

	organizations
	Geographic

	organizationtypes
	Controlled Vocabulary

	people
	Geographic

	roles
	Controlled Vocabulary


Relative Distinguished Names (RDN)
All classes specified in the phdir schema document (phdirPerson, phdirOrganization, phdirOrganizationType, phdirRole, phdirExpertise) will use phdirUID as their RDN.

Geographic: People and Organizations
People and organization entries will be categorized by where their primary base of operations lays as shown in the figure below.
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Figure 5: Namespace for People and Organizations

Internal / External: Applications
If needs were identified and approved for the directory to hold application specific information, the following branches of the specified namespace would accommodate these needs as shown in the figure below.  Any application specific information could be held underneath the specific application node in the namespace.
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Figure 6: Namespace for Applications


Controlled Vocabulary: Expertises, Organization Types and Roles
In order to retrieve information related to people or organizations it will be necessary to be able to filter people and organizations by a set of criteria. Controlled vocabularies will be used to facilitate the process of filtering entries within the public health directory. As stated in table 1, expertises, organization types and roles will all use the controlled vocabulary hierarchy type. The figure below illustrates these segments of the namespace. 
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Figure 7: Namespace for expertises, organization types and roles
Facilitating Directory Integration

Some applications keep part or all of their data in LDAP repositories. Such data elements are specific to the application and may not be relevant to other applications or the whole enterprise. Such an LDAP repository should be owned and managed by the individual application owners. However, if integration with the phdir is desirable for an application, adhering to the following guidelines will facilitate the integration process: 

· The LDAP tree specific to the application should attach to the enterprise directory tree either under ou=internal,ou=applications,dc=phdir,dc=gov for applications owned or operated by the organization hosting the directory or under ou=external,ou=applications,dc=phdir,dc=gov for applications hosted outside of the organization hosting the directory.
· The root of the subtree should be ou=<Application Name>
· The application team is free to design the directory and schema under this subtree. This design should follow the general guidelines and conventions described in the phdir design documents

Change Log

· Changed suffix to dc=phdir,dc=gov. 

· Revised diagrams and examples to provide more clarity.
· Removed Devices from the namespace.

· Added section devoted to Entity/Node Hierarchy Types.

· Added section devoted to Relative Distinguished Names.

· Added sections devoted to an exact specification of the namespace with respect to people, organization, applications, expertises, organization types and roles.

· Changed application namespace to be more generic.

· Consolidated Flat vs Hierarchal Namespace discussion with namespace example discussion
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